Ethical Non-Naturalism and Experimental Philosophy

One thing—perhaps the main thing—that the classic non-naturalists wanted to protect was a specific epistemology.
  Say I am tempted to think that X is right because X maximises pleasure and whatever maximises pleasure is right.  I need to reflect on cases such as these:  (1) Say that X maximises whatever is good, but involves breaking a promise.  If I keep the promise, only slightly less total good will result.  Should I perform X?  (2) Say that worlds A and B have equal amounts of pleasure, but A has more knowledge, or more virtue, or a more just distribution of the pleasure.  Do A and B have the same amount of value, or is there more value in A?  Ross, who gives these examples, hopes that in (1) one thinks one should keep the promise, and in (2) one thinks there is more value in A.  If one agrees with Ross, one does not think that whatever maximises pleasure is right; the right is not simply a function of the good, and there are goods in addition to pleasure (Ross 1930, 34-5, 134-5, 138-140).  The correct way to decide whether X is right is for “the best people,” “thoughtful and well-educated people,” to consider thought experiments such as these, rather than for anyone to perform, exclusively, purely empirical work (Ross 1930, 41).  The non-naturalists took naturalists to deny this.
My concern is what impact, if any, recent work stemming from the psychology and experimental philosophy literatures should have on this debate.  Some of this work, especially from epistemology, is hostile to thought experiments, and there are parallel empirical findings in ethics that could justify similar hostility to the thought experiments prized by the non-naturalists.      

In section I, I argue against a general empirical objection to thought experiments.  It does not follow, however, that the empirical findings are irrelevant.  In section II, I argue that they may be relevant to particular normative arguments some non-naturalists give—in particular, to the argument of Prichard, Carritt, and Ross that rival normative theories give the wrong reasons for some moral judgments.

One preliminary:  One might object that the sort of introspection these thought experiments call for is itself an empirical business.
  The objection is reinforced by noting how often many of the non-naturalists—especially Prichard, Carritt and Ross—take themselves to be uncovering “what we really think” (e.g., Ross 1930, 18-19, 23, 38-39, Ross 1939, 88, 91, 97-8, 100-2, 104-7), our “natural moral consciousness,” “ordinary consciousness,” “our reflective moral sense” (Ross 1939, 90, 95, 109).  But this is a merely terminological point.  What the non-naturalists wanted to preserve was the primacy of the sort of thought experiment described.  If a naturalist agrees with this primacy, but is concerned to label the process “empirical” or “a posteriori,” the non-naturalist would not mind.  In any case, given the ridicule heaped by the naturalistically inclined on “the armchair” and “conceptual analysis,” I suspect that most naturalists are more aggressive than this.
    

I

In “The Instability of Philosophical Intuitions:  Running Hot and Cold on Truetemp,” Swain et al. consider Lehrer’s Truetemp example.  Lehrer imagines Mr. Truetemp, who has implanted within him a thermometer and a device to convert the temperature readings into beliefs about the temperature.  Mr. Truetemp’s beliefs about the temperature are accurate, although he has no idea that the thermometer and conversion device exist.  According to reliabilism, Mr. Truetemp knows the temperature, since his beliefs are the product of a reliable process.  Lehrer, and many others, think Mr. Truetemp does not know the temperature, and hence reliabilism is false.

Swain et al. gave subjects the Truetemp case.  But they gave other cases as well:  cases of clear knowledge, and cases of clear non-knowledge.  They found that subjects were significantly more willing to grant Mr. Truetemp knowledge if the Truetemp case followed the case of non-knowledge, and significantly less willing to grant him knowledge if it followed the case of knowledge.  They conclude that 

intuitions…are ill-suited to do the work philosophers ask of them.  Intuitions track more than just the philosophically-relevant content of the thought-experiments; they track factors that are irrelevant to the issues the thought-experiments attempt to address….Evidence so unstable risks being discounted as not truly evidence at all….Furthermore, given that intuitions vary in these ways, there is unlikely to be a fixed set of intuitions about a particular thought-experiment to which we can appeal (Swain et al. 2008, 140-1).
     
The results of Swain et al. are disturbing in a further way.  Even when the Truetemp case is first, and so not influenced by the other cases, the responses are not what Lehrer and most philosophers would expect:  subjects are more likely to think Mr. Truetemp lacks than possesses knowledge, but not a great deal more likely, and for each version of the survey subjects used the full scale, from knowledge to no knowledge (Swain et al. 2008, 152; see also Weinberg et al. 2001, 439-441).  
In ethics, the empirical literature seems parallel to what Swain et al. found.
  For example, 

(1) Petrinovich and O’Neill found that when the trolley problem was described in terms of switching or not switching “resul[ting] in the death” of the 1 or 5, subjects were significantly more likely to find switching the trolley wrong than when the problem was described in terms of switching or not switching to “save” the 1 or the 5.  Subjects were also significantly more likely to find switching the trolley right when the trolley problem is given before, rather than after, a variant in which the trolley is stopped before hitting the 5 by pushing the 1 in front of it.  These framing effects show that responses are influenced by irrelevant differences in wording and order.
  

Subjects were not only prone to framing effects.  They also made puzzling distinctions and were often poor at justifying their judgments.  This again suggests that their intuitions are poor evidence.  For example, 
(2) Greene et al. found that 31% say it is permitted to push one man off a bridge to stop a trolley that would otherwise hit five, but 63% say it is permitted to pull a lever that opens a trap door that deposits the one in front of the trolley to save five (Prinz 2007, 25; Cushman et al., 2006; Greene 2008b, 112).
(3) Waldmann and Dieterich found that most permitted saving 9 by throwing a bomb away from them, killing 1, but most did not permit pushing the 1 onto the bomb to save the 9.  One might reply that this marks the significant distinction between using and not using the one as a means.  But, in a variant, there was no significant difference in the (fairly high) level of permission to switch a trolley onto a side track, saving 10 and harming 2, and switching a trolley onto a looping side track, on which the 2 are the means of stopping the trolley from returning to the main track and harming the 10.  Further, in both cases people were significantly more willing to permit redirection than in a case in which a series of cars would push a bus containing the 2 in front of the trolley, saving the 10.  Waldmann and Dieterich conclude that subjects are sensitive to what is redirected, rather than to whether the victims are used as means.
    
(4) Haidt found that 80% of subjects thought consensual, enjoyable, secret sex, using contraception, between a brother and sister, was wrong, even when it had only good effects on their long-term relationship.  When asked why, they gave justifications that failed, given the details—there would be deformed offspring, the siblings would be traumatised, others would be encouraged.  The experimenters pointed out the failure of these justifications, and the subjects agreed, but only 17% changed their verdict (Haidt 2001, 814; Haidt and Hersh 2001; Haidt and Bjorklund 2008, 196-8; Prinz 2007, 30).  The subjects were “dumbfounded.”
(5) Many say that redirecting the trolley onto a sidetrack, killing 1 to save 5, is permitted, while pushing 1 off a bridge to stop the trolley from hitting 5 is not permitted.  Hauser et al. found that 70% of these subjects provided justifications that “failed to identify a factual difference between the two scenarios” (Hauser et al. 2006, 13, 14; also Hauser et al. 2008, 131, Hauser 2006, 128).
  (Hauser et al. were (intentionally) generous about what counted as a successful justification.  Any factual difference that would produce the different verdicts counted as successful, e.g., the presence/absence of physical contact.)  Some thought it permissible to redirect the trolley such that it saved the 5 by hitting a heavy object, with the trolley hitting 1 person standing in front of the object, but impermissible to redirect such that it saved the 5 by hitting the 1 directly.  Of these subjects, 20 gave justifications that failed and three gave justifications that succeeded (Hauser et al. 2006, 15; also Hauser et al. 2008, 133).
   
These results might suggest that, as in Swain et al., intuitions are “not truly evidence at all.”  But I do not think these results are a problem for the thought experiments employed by the non-naturalists.  Ross took the intuitions of the “thoughtful,” “well-educated” and “best” people to count.  One might at least want the intuitions of the subjects in better conditions.  The empirical literature does not impugn these, for several reasons.
              
In some of the studies, steps were taken to prevent the subjects from comparing their responses and so achieving consistency.  Waldmann and Dieterich gave subjects either scenarios in which the trolley is redirected or scenarios in which the (smaller number of) victims are redirected.  The reason is that “pilot research showed that [giving both scenarios to the same subjects] would make the similarity of the dilemmas salient and lead to transfer of the moral evaluations between the agent- and patient-intervention versions, thus eliminating the predicted effect” (Waldmann and Dieterich 2007, 249).  The result is that subjects who might on reflection on both cases see that what is redirected is irrelevant are prevented from this reflection.  Hauser et al. initially gave the hitting-object-then-person and hitting-person cases to different groups, since if the same subjects received both they “were unlikely to judge both cases differently in a single test session” (only 5.8% did when given both) (Hauser et al. 2006, 10, 14).  They speculate that “viewing such superficially similar scenarios one after the other induced subjects to provide identical responses” (Hauser et al. 2006, 14).  It is important to prevent the “possibility that as subjects read and think about their answers to prior dilemmas they may well change their strategies to guarantee consistency” (Hauser et al. 2008, 127).  But again the result (of the initial survey) is that subjects were prevented from reflecting on their replies by comparing them with the relevantly different cases.
  Reflection matters:  for example, I have found no one who, when presented with both the pushing and trap door versions of the trolley problem, gives different verdicts.
  
It is also common to think, in cases of reasoning, that subjects score higher in a within-subjects format.
  For example, subjects violate the sure-thing principle in a between-subjects format but not in a within-subjects format.
  This suggests that there is a significant difference between the epistemic conditions of the studies and of typical philosophical thought experiments, in which subjects each receive multiple variations on some scenario. 
When this reply—distinguishing the desired epistemic conditions from those in the studies—is made in response to cases which test for concepts, such as Truetemp, it is sometimes dismissed quickly by noting that if the philosophers have different concepts, it is unclear why one should be interested in these (e.g., Weinberg et al. 2001, 452; Machery et al. 2004, 9; Nichols 2008, 397).  Perhaps taking philosophy classes simply teaches a certain understanding of a concept or weeds out those with a different understanding (Weinberg et al. 2001, 438).  Whether or not this is a good reply, it does not bear on the issue of whose intuitions should be taken as the evidence for what is right or wrong.

It is also sometimes objected that there is no reason to think philosophers, or Ross’s “best” people, are different than the college students who are the usual subjects (e.g., Swain et al. 2008, 149-50; Sinnott-Armstrong 2008, 101).  All parties agree that it would be nice to have empirical studies of philosophers here.  But in their absence, I think there is reason to believe that philosophers are different.
  (Note that Swain et al. themselves say that “[g]enerally, philosophers accept appeals to intuitions about the Truetemp Case as evidence against reliabilism” (140), and they do not explain this away as the result of an ordering effect (nor, without an empirical study, could they).)  After all, we think we are teaching our students various skills that we have and they, in varying degrees, lack.  One important skill is to be consistent and to judge cases differently only on the basis of relevant differences.  Haidt, one of the most prominent critics of ordinary moral reasoning, concedes that philosophers are “one of the few groups that has been found to reason well” (Haidt 2001, 819; also Haidt and Bjorklund 2008, 188, 193, 196).  Kuhn found that in her informal reasoning tests, philosophers showed “perfect performance,” radically unlike all other groups tested (Kuhn 1991, 258).
  Best of all, Pinillos et al. found that greater intelligence, awareness that one’s initial response may be mistaken, and seeing both of the relevant scenarios before answering each made subjects less likely to display the (puzzling to philosophers) Knobe effect, in which subjects’s judgments of whether someone acted “intentionally” depend on whether the action was harmful or helpful.  Improving epistemic conditions made the judgments of the subjects more like those of philosophers.

One might object that superior reasoning skills are irrelevant to intuitions about cases, if these intuitions are intended to be immediate and unreflective.  But that is presumably not the sense of “intuition” that the experimental philosophers (as opposed to some psychologists) intend, since if they did, their findings would be irrelevant here.

One might object that philosophers are untrustworthy because they are often committed to a theory that guides their intuitions (Doris and Stich 2005, 138-9).  This is certainly a threat.  But in many cases, it seems possible to judge whether a given judgment should be discounted.  Thus although utilitarians may think it right to push the 1 in front of the trolley, they do not use this as an argument for utilitarianism.  Instead, they try to explain away the contrary intuition.  And often philosophers admit intuitions that raise problems for their theories.  Thus although deontologists are caused difficulties by the trolley problem—especially the loop version—few change their intuitions to fit their theory. Instead, even when it makes their life much harder, they try to accommodate the intuitions (see especially Kamm 2008).

Finally, one might rightly object that while this may address puzzling distinctions and justifications, it does not address framing.  But consider the (conflicted) literature on framing.  Framing seems to go away when the cases are elaborated (Druckman 2001, Kuhberger 1995, Jou et al. 1996).
  Group discussion makes framing go away “when the group members learn about other frames for viewing a problem” (Kuhberger 1998,  44).  (Paese et al. 1993 found that discussion sometimes made framing more extreme, but made it less if a reframing occurred.)  Asking subjects for justifications and/or requiring them to think for longer periods of time reduced or eliminated framing (Takemura 1994, Miller and Fagley 1991, Sieck and Yates 1997).     
Against this, some found that asking for justifications made no difference to framing (LeBoeuf and Shafir 2003, Fagley and Miller 1987, Levin and Chapman 1990).    Framing persisted in a within-subjects format (Kuhberger 1998, Frisch 1993, LeBoeuf and Shafir 2003).  Within-subjects, subjects were usually consistent between cases, but the wording of the first case encountered usually dictated their response to both cases (LeBoeuf and Shafir 2003, Levin et al. 1987, Stanovich and West 1998, Loke 1989).
   

One worry about these studies of within-subjects format is that subjects were not permitted to change their answer to the first problem after seeing the second version of it.  There was thus no test for whether seeing both frames resulted not only in consistency but also in an absence of framing for the initial cases seen.  The within-subjects design was not permitted to have an effect on first-problem framing.  Another worry is that Sieck and Yates found that framing was reduced only by producing a written justification before making a choice—merely knowing that one must provide a justification after making the choice had little effect—whereas LeBoeuf and Shafir (and others) asked subjects for a choice followed by a justification.
     

Findings on individual differences also vary.  Many found that experts did no better at avoiding framing (Loke and Tan 1992, Loke and Lau 1992, McNeil et al. 1988, Tversky and Kahneman 1986; for more references, see LeBoeuf and Shafir 2003, 88).  But Smith and Levin 1996 found that those with a “tendency to engage in effortful thought” framed less or not at all.  McElroy and Seta 2003 found that an “analytic” thinking style, one not relying on fast, unreflective heuristics, reduced or eliminated framing.  (Shiloh et al. 2002 found that those who scored highly on both “rational” and “intuitive” thinking framed, while those who scored highly on one or the other style but not both did not frame.)  Again on the contrary, LeBoeuf and Shafir 2003 found that the tendency to engage in effortful thought did not help, even when combined with asking for justifications, though it did increase consistency (see also Stanovich and West 1998)—but again, their format may have prevented thought from working.  
Now consider philosophy.  Philosophers use an “analytic” thinking style and score highly in measures of the tendency to engage in effortful thought.  When they consider thought-experiments, the experiments are usually elaborated, often by considering small variations on them; justifications are sought; a great deal of time is spent and a great deal of discussion occurs; the cases are considered within-subjects, in many different wordings and orders, immediately after one another, repeatedly, with freedom to revise one’s verdicts.  Think of discussion of the trolley, or Thomson’s burglar or Singer’s pond or Rachels’s bathtub examples.  (If one asks what it is, in the realm of intuitions about thought experiments, that philosophers are expert at, it is that they can devise a host of relevant thought experiments and take the correct answer to depend on fitting these cases.
)  This is very different from the survey experience.  It is possible that the initial order of presentation has lasting effects through this process, but that is not proven by the surveys.
  
It does not follow that Ross is right to rely on the “best people,” or that only the intuitions of professional philosophers count.  In my experience, with a little prodding, non-philosophers are quite good at making their positions consistent, making relevant distinctions, disowning judgments due to framing, etc.  The experimental philosopher could get similar results by, say, conducting interviews, or designing surveys that, for example, made one’s pattern of responses clear to one, with freedom to revise.  But these are moves in the direction of replicating the thought experiments employed by the non-naturalists, and so far experimental philosophy has not shown that these thought-experiments fail to be evidential.
  
II
There may, however, be more local conclusions to be drawn from the empirical literature, concerning particular sorts of thought experiment.  Here is one example.

Prichard, Carritt and Ross do not argue only that rival normative theories, whether utilitarian, Kantian, or egoist, give the wrong verdicts about the rightness of some actions.  They also argue that rival normative theories sometimes give the wrong reasons for their verdicts.  (Call these the wrong verdicts and wrong reasons arguments.)  Thus Prichard:  “Suppose we ask ourselves whether our sense that we ought to pay our debts or to tell the truth arises from our recognition that in doing so we should be originating something good, e.g. material comfort in A or true belief in B, i.e. suppose we ask ourselves whether it is this aspect of the action which leads to our recognition that we ought to do it.  We at once and without hesitation answer ‘No’” (Prichard 2002, 10; also 136).   Similarly, “no one…really thinks that the fact that a certain action would be advantageous…to himself constitutes the action a duty on his part” (Prichard 2002, 123; also 26, 30, 122, 171, 188).  “[W]henever in ordinary life we think of some particular action as a duty, we are not simply thinking of it as right, but also thinking of its rightness as constituted by the possession of some definite characteristic other than that of being advantageous to the agent….[For example] in thinking of our keeping our promise to X as a duty, we are thinking of the action as rendered a duty by its being the keeping of our promise” (Prichard 2002, 29).  Against Kant he notes that “[n]o one could suppose that the reason why an act ought to be done consists in the fact that everyone could do it” (Prichard 2002, 59).
  Carritt asks of Joseph “Do we really think that the reason why we ought not to cheat this man of his hire is that, if there should ever be a society where all paid their debts, their lives would be better for it?” (Carritt 1937, 77).  Ross agrees with Prichard that “[e]goistic hedonism is put out of court by the fact which stares us in the face, that it is consideration for the rights or interests of others, far more often (to state the matter very mildly) than consideration for our own interests or rights, that makes us think it our duty to behave in a certain way” (Ross 1939, 65; also 277).  Utilitarian explanations of gratitude face the objection that “Is this the way in which anyone not intent on defending a theory really thinks about the return of benefits?  Is it really the wish to keep alive our benefactor’s good-will, or to save him from becoming patronizing, that makes us think we ought to return benefits?  Is not our actual thought more truly expressed in the simple phrase ‘one good turn deserves another’?” (Ross 1939, 101)    And Ross’s final argument against ideal utilitarianism is that, even if the ideal utilitarian can generate Ross’s verdicts by including things such as promise-keeping as goods, this still gives the wrong reason:  “while a good man will feel satisfaction at a second man’s fulfilling his promise to a third [and so the state of affairs is good], that satisfaction presupposes the thought that the promiser has, by making the promise, put himself under an obligation to the promisee….[T]he rightness of the act does not depend on the goodness of the result produced” (Ross 1939, 289; also 107-8).

Separating wrong reasons and wrong verdicts might seem nitpicky.  But the arguments work very differently.  The wrong verdicts argument requires showing that the rival theory indeed produces the wrong verdicts.  This requires careful study of the rival theory, and in some cases might not give Prichard, Carritt and Ross what they want.  For example, as Ross concedes, if promise-breaking is itself a bad, the ideal utilitarian might be able to get the right verdicts.  The wrong reasons argument avoids all this labour.  We know “at once and without hesitation” that the rival theory gives the wrong reasons, even without demonstrating this by showing that wrong verdicts emerge.           

There are two potential objections to the wrong reasons argument when it is given without support from wrong verdicts.  Both objections owe something to the empirical literature.    

Objection 1:  Prichard, Carritt and Ross usually consider single, uncontroversial cases.  They suppose that by reflecting on, say, a case of promise-keeping, one sees that the reason it is (prima facie) right to keep the promise is just that one has promised.  (This is also how doubts are to be resolved:  “if we do doubt whether there is really an obligation to originate A in a situation B, the remedy lies not in any process of general thinking, but in getting face to face with a particular instance of the situation B, and then directly apprehending the obligation to originate A in that situation” (Prichard 2002, 20).)  But one might think that the correct explanation of our judgments cannot be found by reflecting on a small number of judgments, each taken in isolation.  Consider a standard teaching pattern.  One asks whether it is wrong to cut up one innocent man to harvest organs to save five.  The reply is that it is wrong because it is killing.  One asks whether it is permitted to abandon saving one to save five. The reply is that this is permitted, because one is letting the one die rather than killing. One asks whether, in a standard trolley case, it is permitted to turn the trolley to hit one rather than let it hit five.  The reply is that this is permitted, but the reason cannot be that this is letting die rather than killing.  Perhaps the reason is that the one is not used as a means in the trolley case.  One then asks whether it is permitted to turn the trolley onto a looping sidetrack on which the one will be hit and die, stopping the trolley from returning to the main track where five lie.  The reply is that this is permitted, but the reason cannot be that the one is not used as a means….  One lesson is that the justification one would endorse on reflection is not shown by looking at one case, but by numerous cases designed to see what matters.  

This is supported by the empirical literature.  As noted, results differ between within-subjects and between-subjects formats.  Where there is a clear right answer,  subjects are usually more likely to reach it with a within-subjects format.  This suggests that we are more likely to discover what we really think, at least in the reflective sense Prichard and Ross intend, by considering many related cases at once.

Ross does examine more than one case in his initial argument against ideal utilitarianism (Ross 1930, 17-18).  We think we ought to keep the promise just because we have promised.  We do not think we should keep the promise if disastrous results would ensue.  But the second case need not force us to think that in the first, on reflection we think we ought to keep the promise because of the results.  We can instead say that there is a prima facie duty to keep promises, just because we have made them, which is sometimes defeated by a prima facie duty to bring about good results.  This is preferable to thinking that there is only a duty to bring about good results, since we are not indifferent between producing X amount of good by keeping a promise and producing X by breaking the promise.  But note that here what does the decisive work is a claim about verdicts—that taking there to be only a duty to promote the good gives the wrong verdict in the X amount case.  Without that case, Ross has a stand-off about the reasons.  The wrong reasons argument does not stand alone.

Objection 2:  Haidt’s subjects failed to justify their judgments about incest.  Hauser et al.’s subjects often failed to produce justifications that explained their judgments.  Sometimes they produced justifications that succeeded, but which they then disowned as irrelevant.  Hauser sums up:  “people are largely incoherent when it comes to explaining their judgments….[P]eople are clueless with respect to their justifications…Most people have no idea why they draw a distinction between these cases [standard trolley vs. pushing off bridge]….When we ask subjects for justifications [regarding taboo cases], they are hopeless” (Hauser 2006, 124-5, 128, 158).  

More generally, there is a large literature showing the unreliability of introspection (e.g., Nisbett and Wilson 1977, Wilson 2002, ch. 5).  The literature concentrates on cases in which subjects incorrectly introspect the causes of their responses.  Subjects typically overlook the cognitive process in them which is the cause, even when they know about the efficacious stimulus, and even when, after the experiment, the experimenter describes how the stimulus could cause the response.  Subjects instead cite different cognitive processes (which are plausible, but not operative in the case at hand).
  The wrong reasons argument relies on the plain man’s ability to report the thoughts leading him to think it is right to keep a promise.  This is a report of a cognitive process, rather than a report of the result of one—exactly what the anti-introspection literature targets.  Unless this introspection is more reliable than the introspections of causes of responses in the literature, there is little reason to believe what people say.  They may well, as in the literature, simply cite plausible reasons for keeping promises, whether or not those are the cause of their judgment.
        

Ross’s final argument against ideal utilitarianism seems especially vulnerable.  The goodness of the state of affairs in which a promise has been kept is not the reason why one ought to keep it, because we do not think of the goodness to justify the ought-claim.  Rather, we use the ought-claim to justify the claim that the state of affairs is good.  The latter attributes to the plain man a remarkably sophisticated view about the relation between ought- and goodness-claims.
  (Ross might be able to back up his ascription of this view by presenting “paradox of deontology” cases, in which, say, I think I ought not to break one promise to prevent two other promises from being broken.  If the goodness of the state of affairs in which promises are kept explains duty, then my duty is to break, contrary to what some think.  But this again invokes wrong verdicts to support wrong reasons.)        

The plain man given philosophical training would do better than the empirical literature indicates.  Perhaps this is why Ross writes of the “best people,” “thoughtful and well-educated people.”  But this is dangerous.  When Prichard and Ross make their arguments concerning our reasons, they typically write of “plain” men, or “we” “in ordinary life.”  Ross opens against the utilitarian by writing that “[w]hen a plain man fulfils a promise because he thinks he ought to do so, it seems clear that he does so with no thought of its total consequences, still less with any opinion that these are likely to be the best possible” (Ross 1930, 17; also 20-1n; 1939, 186).  This makes it more plausible that the reasons cited are (sometimes) not utilitarian, Kantian, or egoistic.  But the argument is then less trustworthy.  Thoughtful and well-educated people are exactly those who give these sorts of reasons.

In reply to the worries about introspection, Prichard, Carritt and Ross might recast the wrong reasons argument.  Rather than asking for the thoughts that led to the verdict that one ought to keep the promise, the argument could simply ask for a judgment about the plausibility of a certain sort of reason for the verdict.  The plain man would not justify keeping a promise by noting, say, that doing so would profit him, or produce more good than any alternative action.  He would instead justify keeping it simply by noting that he has made that promise.  In effect, what the objection treats as a process—I think “I’ve made a promise” and from that alone reach the verdict that I ought to do what fulfils it—can be treated as itself a verdict, and so becomes immune to the arguments against introspection.  

There is again danger in this recasting, however.  The plain man is now reflecting on his verdict that the promise ought to be kept.  Justifications that perhaps would not occur in the daily keeping of the promise are now on the table.  It is not so clear (supposing it was clear in the first place) that egoist or utilitarian or Kantian justifications would be dismissed.  The plain man is coming closer to the position of the philosopher, and so to the justifications philosophers offer.

Prichard, Carritt and Ross might, however, give a more successful reply, at least to the worry about satisfactory justifications.  Cushman et al. found that subjects were quite successful at justifying their verdicts in some cases, namely those in which the paired cases were instances of acting vs. omitting to act (e.g., pulling a lever to dump 1 off a bridge in front of a trolley vs. refraining from pulling a lever that would prevent the 1 from falling off the bridge, in both cases with 5 saved).  Baron also found that those in within-subjects designs were successful at justifying their verdicts in a range of cases designed to reveal non-consequentialist thinking (e.g., distinguishing between acting vs. omitting, punishing in sub-optimal ways, compensating differentially on the ground that the injury was caused by humans or nearly avoided, resisting coerced improvements) (Baron 1994, 9).  In Haidt’s incest case, one might think that the subjects found the incest intrinsically wrong.  Perhaps they tried to give further reasons because they did not take merely saying “incest is wrong” to be what was wanted, or sufficiently explanatory.
  Or perhaps, as Haidt himself suggests, the problem was that subjects had competing justifications between which they could not decide.  On the one hand, harmless, consensual, private acts are permitted; on the other hand, “unnatural,” untraditional acts are suspect.
  If so, the subjects did have access to their reasons.  They lacked access to how they weighed the reasons, but this might not be such a failing, if, as Prichard and Ross for example think, there is nothing general to be said here.  

Moreover, Hauser’s claim that plain men are clueless seems an over-generalisation from trolley and taboo cases.  Similarly, Prinz, following Haidt, infers from Haidt’s examples that the justifications people give are “often superficial and post hoc.  If the reasons are succesfully challenged, the moral judgment often remains....Arguments for that judgment are usually contrived after the judgment is made” (Prinz 2007, 29).  What may be true about incest and other taboos need not show anything about what is often or usually the case for other moral judgments.  Indeed, when Haidt gave Kohlberg’s Heinz example (should Heinz steal a drug to save his wife’s life?), along with various taboo examples, he found that for Heinz subjects “did seem to use some reasoning, and they were somewhat responsive to the counterarguments given by the experimenter” (Haidt and Bjorklund 2008, 198).
  The worry that Prichard, Carritt and Ross should not rely on single, uncontroversial cases remains, but things are not as bleak as Hauser, Prinz and Haidt claim.              

***

Empirical concerns about thought experiments might suggest other problems for non-naturalists.  The worry that people simply do not agree is an old one, but one which empirical work has given new life (e.g., Doris and Stich 2005, secs. 4-5).  Non-naturalists would not be happy with Prinz’s “emotionism.”  Some would be unhappy with Greene’s attempt to discredit deontology.
  I have argued only that concerns about framing and odd responses do not discredit their reliance on thought-experiments, at least not without more empirical work.. Empirical work may, however, discredit a particular kind of thought experiment, the wrong-reasons argument.
  

Robert Shaver

University of Manitoba
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� For support, see Shaver 2007.  By the classic non-naturalists, I intend Sidgwick, Rashdall, Moore, Prichard, Carritt, Ross, Ewing, and, in most moods, Broad.


� See, for example, Prinz 2008a, 191-6.


� This is clear in Prinz 2008a.  Although the analytic naturalism abused by the non-naturalists has never been popular, the view that the method of ethics should be that of the natural sciences has been popular (especially recently).  For example, Flanagan et al. announce “that moral philosophy should not employ a distinctive a priori method of yielding substantive, self-evident and foundational truths from pure conceptual analysis….[E]thical science must be continuous with other sciences” (Flanagan et al. 2008, 5).  (“Conceptual analysis” is misleading, insofar as it suggests that non-naturalists are most interested in producing analytic claims.  Sidgwick is clear that he is not (Sidgwick 1907, 374-379).  Ross and Broad are clear that the claims are synthetic a priori (Broad 1971, 122-3, 189, Ross 1939 320, 1954 42).  Part of the problem is that some critics do not see, or perhaps take seriously, the possibility of the synthetic a priori.  Thus Prinz writes that if “happiness has intrinsic value” is “not a conceptual claim” or “conceptual truth,” “it is presumably an empirical claim” (Prinz 2008a, 195).) 


� Liao 2008 objects that Swain et al. rely on intuitions about the cases of clear knowledge and non-knowledge.  But Swain et al. can reply that although they do nothing to undercut those intuitions, they do not rely on any particular verdicts:  what matters is merely that judgments about Truetemp change according to the order of presentation. 


� For philosophers’s worries about framing in ethics, see Sinnott-Armstrong 2006, 352-6; 2008; Doris and Stich 2005, 138-41.


� For a different example of framing, see Bartels and Medin.  Presumably framing effects partly explain the disagreement between different studies about the rightness of switching the trolley in the standard side-track case—Hauser et al., Waldmann and Dieterich, and a BBC poll (� HYPERLINK "http://newsvote.bbc.co.uk/2/hi/uk_news/magazine/4954856.stm" ��http://newsvote.bbc.co.uk/2/hi/uk_news/magazine/4954856.stm�) find 75-90% agreement that switching is right, whereas Petrinovich and O’Neill and Sinnott-Armstrong 2006 find much weaker agreement, even in cases designed to elicit agreement.  It is not clear, however, how the framing works between experiments.  One problem, not due to framing, is that Petrinovich and O’Neill ask “What would you do?” rather than “What is the right thing to do?” (Petrinovich and O’Neill 1996, 149)  Some may think they could not bring themselves to do what they take to be the right thing; see Baron 1992.  For some philosophers’s speculations about order effects, see Unger 1996, 88-94, Otsuka 2008, 109-110, Norcross 2008, 66-8, Kamm 2008, 131-2.


� One might question whether this is an example of a puzzling distinction, since it is one that Thomson, at one time, took to be significant (though she added that “I do not find it clear why there should be an exemption for, and only for, making a burden which is descending onto five descend, instead, onto one” (Thomson 1986, 108)).  But I take Kamm to have shown that the distinction is insignificant, and Thomson did go on to give a very different account; see Kamm 1996, 163-5 and Thomson 1990, ch. 7. 


� Actually, things are worse than this.  267 of 597 gave no justification or added assumptions to the cases; the 70% is of the 330 remaining.  Similarly, in the case noted next in the text, 45 of 68 gave no justification or added assumptions (Hauser et al. 2006, 14, 15).


� Note, however, that Hauser et al. asked for justifications only from those who gave different verdicts on the side-track/pushing cases or on the hitting the object/hitting the person cases (Hauser et al. 2006, 12).  (The same goes for Cushman et al. 2006, 1083.)  One might think that those who gave the same verdicts for either pair could easily produce a sufficient justification.  Since only 12% thought it was permissible to push, this would be a small number for the side-track/pushing pair.  But the percentage who agreed for the hitting the object/hitting the person pair would be much higher. 


� For a similar conclusion about cases of grasping concepts, such as Truetemp, see Sosa 2007 and especially Kauppinen 2007, Cullen, and Pinillos et al.  In what follows, I try to specify, more than Kauppinen does, the respects in which the particular empirical studies take place in poorer epistemic conditions.     


� Those who, in the initial survey, thought hitting the object was permissible or hitting the person impermissible were contacted later and given the case they had not seen.  33% gave differing judgments about the cases.  This requires one to give a very weak gloss to the conclusion that Hauser et al. draw, namely that “the principle of the double effect is operative across a wide range of sub-populations” (Hauser et al. 2006, 10).  Of those given both cases, where the distinction double-effect relies on is clearest, at worst 5.8% and at best 33% see a difference.  Even in the initial survey, 56% thought hitting the person permissible (72% thought hitting the object permissible) (Hauser et al. 2006, 8; for somewhat different numbers, see Mikhail 2008, 88 and Greene 2008b, 112-13); a majority thought it permissible to do what double effect forbids.  (Oddly, Hauser et al. at one point report that hitting the person is “most likely not” permitted (Hauser et al. 2008, 129).)     


� One might object that subjects in Haidt’s incest case were permitted a great deal of reflection, with freedom to revise, yet still did badly.  I consider a possible reply—they did not do badly—in section II.


� For references, see Stanovich and West 2008, 673.  Shafir and Kahneman note the difference between daily events, best modelled by a between-subjects format, and the within-subject thought experiments of philosophers.  See Shafir 1998 and Kahneman 1994 (and, briefly, Kamm 1998, 469).  Kahneman writes that the “estimation of weights [explanatory factors uncovered by psychologists] requires judgments of multiple cases considered one at a time, either in a sequential format that makes explicit comparison difficult or in a between-subjects design.  In contrast, rules about the relevance of a factor in judgment [reason-giving considerations that subjects endorse] are evaluated by comparing cases that differ only in that variable.  The rules are not necessarily evoked by cases considered in isolation….The philosophical analysis of [a] moral problem typically involves a search for rules guided by a comparison of cases….This design is suitable for the study of moral intuitions about rules, but the weights that determine intuitions about cases seen in isolation are necessarily beyond the reach of this method of inquiry….[T]he intuitions evoked by carefully crafted thought experiments will not…reliably yield correct predictions of the responses to cases seen in between-subjects designs” (8, 15).  The point here is that the reverse is also true.   


� The sure-thing principle states that if I prefer A to B, knowing that C, and I prefer A to B, knowing that not-C, then I should prefer A to B even when I do not know whether C obtains.  See Shafir 1998, 71.  Similarly, Kahneman notes that when subjects were given one scenario or the other, they gave much higher compensation to a victim injured in a robbery while shopping at a store he first visited on that occasion (because his regular store was closed), than to a victim injured in the same way at his regular store.  90%, however, when given both scenarios, gave equal compensation (Kahneman 1994, 7). 


� It also seems much less likely that non-philosophers have a different concept of “wrong” or “permitted” than that they have a different concept of “knowledge.”  (This point also makes it unattractive to argue that, in the ethics case, non-philosophers can be dismissed as confused about the concepts involved.) 


� For an empirical account of the difference, in terms of reflectiveness, see Livengood et al. forthcoming.


� Her (very small sample of) philosophers were “advanced PhD candidates in a highly reputed university philosophy department” (Kuhn 1991, 258).  Hauser et al. found that those with “exposure to moral philosophy” did significantly better at justifying their differing judgments about the side-track and pushing trolley cases (Hauser et al. 2006, 14) (though still only 41% succeeded).


� The tests Pinillos et al. gave are the same tests on which Livengood et al. found that philosophers did especially well. 


� In the Asian Disease case, subjects differ in their ranking of policies according to whether, knowing 600 lives are concerned, they see “200 saved” or “400 die.”  Elaborations given for “200 saved” were “200 saved and 400 die,” “200 saved and 400 not saved,” or an explanation of how saving the 200 dooms the 400.  Frisch 1993 gave “200 saved” and “400 die” consecutively, and found that 31% of those who earlier framed when presented with both cases (separated by other questions) said the cases were different.  They are presumably importing information prevented by these elaborations.    


� LeBoeuf and Shafir close by suggesting that “[u]pon immediate presentation of a conflicting frame, those who think more carefully will be able to detect and avoid a potential contradiction,” and avoid a framing effect (86, 89).  It is unclear whether their suggestion is that subjects will be consistent (but still framed) or not framed at all.


� There are also other ways to address framing.  Cullen made the Truetemp framing vanish by presenting the survey as “testing prospective questions” and prefacing each case with an instruction to consider each case independently (Cullen forthcoming).  Hauser et al. claim that framing effects “have small effects on overall judgments as long as the wording is held constant across a set of different dilemmas (e.g., if a permissibility question is framed as ‘saving,’ then all contrasting dilemmas use ‘saving’ as well)” (Hauser et al. 2008, 143).


� For anecdotal and empirical support, see Livengood et al. forthcoming.


� (i) I gave half of a class the standard trolley problem, discussed it, gave the pushing-off-the-bridge version, discussed it, then had them judge the permissibility of action in the two cases.  Further discussion followed, with a chance to revise one’s judgment.  I then did the same with the other half (absent earlier), with the order of cases reversed.  The discussions were fairly lengthy—it took an hour and a half total.  In each case, a few changed their minds.  If there was to be a framing effect, one would predict that seeing the standard version first would make one more favourable to pushing, and seeing pushing first would make one less favourable to switching.  I found the opposite.  Unfortunately, the numbers were small (25), and some had seen the cases in previous classes.   It would be helpful to replicate the test in better conditions.  (ii) Jason Christie tested for order effects for standard/pushing cases, testing 373 first-and second-year philosophy students at Manitoba.  230 had not been taught the cases beforehand and answered each question as it came, without a chance to revise.  115 had been taught the cases beforehand, and were instructed to read all the cases and think for 30 seconds before answering any.  (28 failed a control question.)  For the former group, those who saw the standard case first strongly favoured redirection (1.91) and opposed pushing (3.1); those who saw pushing first mildly opposed redirection (2.83) and strongly opposed pushing (3.95).  For the latter group, those who saw the standard case first mildly favoured redirection (2.44) and opposed pushing (3.32); those who saw pushing first also mildly favoured redirection (2.4) and opposed pushing (3.35).  The combination of prior exposure, considering all cases before answering, and time eliminated one order effect.       


� For the same point for concepts, see Kauppinen 2007, 106, 107, 109.


� As Hurka notes (Hurka, forthcoming), Prichard should instead say that for Kant this makes an act permissible.


� Contrast Sidgwick:  “it is a common observation that the judgments of practical men as to what ought to be done in particular circumstances are often far sounder than the reasons they give for them” (Sidgwick 1998, 21).  For a view of moral intuitions as often tracking relevant factors, unknown to those who have the intuitions, see Woodward and Allman 2007, esp. 190-1, 197-8.  


� For example, insomniac groups A and B were given placebos.  A were told that it would produce the same symptoms as their insomnia.  B were told that it would reduce their symptoms.  As expected, A slept better than usual and B slept worse.  The cause is presumably that A took their symptoms to be caused by the pill, rather than the troubles causing their insomnia, and B took their troubles to be so serious that the troubles overcame the relaxing effect of the pill.  But when asked for explanations, subjects cited factors such as increases or decreases in stress from exams, relationships, etc.  They denied thinking about the pills.  When told of what seems the cause, they again denied its presence and even suspected that no one could have gone through that thought process (Nisbett and Wilson 1977, 238).  


� Haidt 2001, 822 also makes this suggestion, though does not apply it to Prichard, etc.            


� Ross, following Carritt, does give one piece of evidence for attributing this view.  We do not think it is good that the promisee gets the item promised when this occurs without the agency of the promiser.  This shows that the goodness depends on a duty’s being fulfilled (Ross 1939, 287-9; Carritt 1928, 72-3).  But the ideal utilitarian can reply that what is taken to be good is not the promisee getting the item promised, but that that is brought about by the promiser.   


� Prinz suggests that subjects may think of incest as a “basic [dis]value,” though he sometimes runs this together with treating the verdict as an emotional reaction (Prinz 2007 31-2; also Prinz 2008b, 160, 2008c, 428-9).  The basicness suffices to explain the inability to justify, without mentioning emotion.  Cushman et al. suggest the principle “‘it is wrong for a brother and sister to have intercourse’” as explaining the verdict (1087). 


� Haidt does not suggest this for incest, but rather for conservative reactions to homosexuality.  Conservatives and liberals did not differ much for incest, so one might think the explanation for conservative dumbfounding about homosexuality applies to both groups for incest (Haidt and Hersh 2001, 214-15).  Even liberals invoked how things are “supposed” to be in the incest case (Haidt and Hersh 2001, 206).   


� Haidt also now restricts his account to “moral judgments,” by which he means judgments of others, and not “moral decision making,” by which he means deciding what I ought to do.  For the latter, he does not argue for dumbfounding (Haidt and Bjorklund 2008, 242-4).


� They would not mind Walter Sinnott-Armstrong’s argument against “intuitionists” that, since one needs to know that framing effects are absent to trust an intuition, one’s intuitive verdict is an inference, with this knowledge as a premiss, rather than something non-inferential (Sinnott-Armstrong 2008, 70-2, 99, 104; also Sinnott-Armstrong 2006).  Sinnott-Armstrong takes this to be a problem because he presents non-inferential beliefs as a way of avoiding a sceptical regress argument.  Making them inferential makes them unsuited to this task.  The classic non-naturalists, however, show little interest in adopting non-inferential beliefs as a way of defeating scepticism.  (For one exception, see Ewing 1947, 26; 1953, 120; 1959, 63-4.)  Indeed, they show little interest in scepticism.  For example, neither Sidgwick nor Ross are concerned to justify particular moral judgments by deducing them from what they take to be non-inferentially known; both deny this possibility (Sidgwick 1907, 379; Ross 1930, 30-2).  And they agree with Sinnott-Armstrong that, in order to trust a judgment, one needs to know that it has been formed in conditions that make for reliability.  Consider Sidgwick’s four tests for whether a given non-inferential judgment has “highest certainty.”  He supposes that one must have justified beliefs about whether the tests have been passed (Sidgwick 1907, 338-42).  The point in characterising some moral judgments as non-inferential is simply that some moral judgments seem not to be inferred from either other moral judgments or wholly non-moral judgments, but rather are seen to be true just from understanding their content.  


� Thanks to Darcie Fehler, Tom Hurka, Tara Murray, Jen Robinson, and an audience at Manitoba, for discussions, and to Ben Caplan, Jason Christie, Joyce Jenkins and Brendan Ritchie for comments on earlier drafts.
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